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ABSTRACT
With over 250 million devices to be sold, wearable devices
revenue is forecasted to hit $2 billion by 2018. Wearables
are expected to play a key role in achieving ubiquitous com-
puting in the future. The ease of use and comfort in ac-
cessing online content comes however at the expense of po-
tential privacy and security issues. This represents today a
challenging and growing concern. In their current design,
wearables are prone to several risks ranging from the pos-
sible exposure of data when communicating with tethering
devices to the ease of access to sensitive data in case of com-
promised devices. In this paper, we study the feasibility of
finger movement pattern based behavioural biometrics for
implicit authentication of users on Google Glass. Using data
collected from 20 volunteers, we employ two different clas-
sification methods: statistical inference (white box) and ma-
chine learning (black box). Our experimental study shows
that such authentication is both effective, in terms of clas-
sification accuracy, and feasible, in terms of computational
load, on wearable devices. Our results show classification
accuracy of up to 99% with only 75 training samples using
behavioural biometric data for four different gestures types.
Our implemented classifier on Glass takes between 25 to 110
milliseconds execution time for prediction depending on the
gesture type, once an adjustable threshold number of ges-
tures have been performed.

Categories and Subject Descriptors
D.4.6 [Security and Protection]: Authentication

Keywords
Google Glass, Continuous Authentication, Gesture

1. INTRODUCTION
Current estimates predict that more than 250 million

smart wearable devices will be in use by 2018 [7]. To-
day’s wearable market consists of smart-bands, smart-
watches, smart-glasses, etc. The wearable market is
currently in its infancy and is expected to grow at a

staggering pace over the next decade. However, for
wearables to become a dominant force in the coming
years a number of challenges need to be addressed. One
key challenge is security as wearable devices contain sen-
sitive information about the user such as their network-
ing activities, emails and personal health information.

A principal security requirement is to ensure a secure
and usable authentication mechanism to restrict access
to these devices. A naive solution is entry-point au-
thentication relying on personal identification numbers
(PINs), passwords or graphical patterns [29]. Every
time the user intentionally locks the device or leaves it
idle for a (brief) time period, entry-point authentication
is required to unlock the device. However, frequently
prompting the user for entry-point authentication is un-
desirable as it not only leaves the PIN, password or
pattern more susceptible to shoulder-surfing [26,30] and
smudge attacks [3], but it also potentially disrupts user’s
activities [4,6]. In fact, to avoid such inconvenience ma-
jority of users do not enable entry-point authentication
in the first place. A recent survey found that up to 64%
of US smartphone users do not use a screen lock on their
smartphones [10]. In comparison to smartphones, un-
locking patterns on certain wearable devices, such as the
Google Glass1 are more vulnerable to shoulder-surfing
since the Glass touchpad is easily observable from a dis-
tance.

A better alternative is to implicitly and continuously
authenticate the user, i.e., while the device is being
used, prompting for PIN (or any other entry-point au-
thentication credential) whenever an intruder is sus-
pected. Provided the continuous authentication method
is reliable, this approach reduces the number of times
the legitimate user needs to undergo entry-point au-
thentication. Continuous authentication methods are
mostly based on behavioural biometrics, as the require-
ment for implicitness often forbids the use of physio-
logical characteristics. For instance, authentication us-
ing fingerprints will suffer from the same problem of

1http://www.google.com.au/glass/start/
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frequent prompts. Continuous authentication consists
of a training phase (or the setup phase) and a test-
ing phase (or the authentication phase). During train-
ing, data pertaining to a specific behavioural biometric,
such as typing and voice call patterns, is used to model
the legitimate user. Upon authentication, samples from
the same behavioural characteristics belonging to the
user currently using the device are compared against
the training model of a target user to decide whether
it is the same user or not. As mentioned before, the
authentication process is done in the background with-
out prompting the user, except when an intruder is de-
tected. Many continuous authentication schemes have
previously been proposed in the literature for smart-
phones [12,14,19,30].

In this paper, we propose a behavioural biometrics-
based continuous authentication system for Google Glasses
based on users’ finger movement patterns, i.e., gestures
on the device’s touchpad. The user performs these ges-
tures as part of their normal activities on the Glass
while being continuously authenticated in the background.
Due to the smaller touchpad size on Glass compared to
smartphones, touch and gesture based continuous au-
thentication techniques studied in the context of smart-
phones (e.g., [5, 12, 25, 30]) are not guaranteed to yield
similar performance on a wearable such as Glass. A
smaller touchpad is likely to show less variation in ges-
tures across different users. Furthermore,“smart glasses”
have the advantage that user gesture patterns are un-
likely to significantly deviate as a function of concur-
rent user activities. This is in contrast with smart-
phone usage, where gesture patterns might be affected
by the movement of the user or the orientation of the
device [31].

In our study, we collected gesture data of 20 vol-
unteers from their usage of Google Glass. This data
was used to evaluate the performance of gesture-based
behavioural biometric authentication on Glass by em-
ploying two different classification methods: statistical
inference (classifier derived from Chebyshev’s inequal-
ity [23, §8, p. 431]) and machine learning (two-class
support vector machine (SVM) algorithm). One of the
important technical hurdle while implementing contin-
uous authentication system on Glass is the computa-
tional complexity of the approach. Previous research
shows that running computational expensive applica-
tions on Glass can heat up the device quickly and draws
a lot of power [20]. The existing work on continuous au-
thentication on smartphones almost always takes a ma-
chine learning approach. While, using a machine learn-
ing approach may yield high accuracy on smartphones,
it may not be practical on wearable devices such as,
Glass. Smartphones have more powerful batteries and
CPUs than wearable devices. Hence, using a simple
yet efficient approach such as statistical inference for

wearable might then prove more useful than a machine
learning approach.

This paper makes the following four key contribu-
tions:

– To the best of our knowledge, we are the first to
study the feasibility of touch or gesture based con-
tinuous authentication for Google Glasses. Our re-
sults show that using gestures to continuously au-
thenticate wearable devices such as Google Glass is
feasible in terms of the trade-off between false posi-
tives and false negatives using both the Chebyshev
classifier and SVM. We found the classification ac-
curacy to be comparable using both approaches.
This highlights the suitability of statistical infer-
ence based methods such as the Chebyshev Classi-
fier introduced in this paper on devices like smart
glasses. Chebyshev Classifier is easier to imple-
ment, computationally less expensive and does not
require external libraries as compared to SVM. Us-
ing two different approaches helps to understand
the effectiveness of the two approaches and allows
for comparison against each other.

– We identify a set of effective features that can be
captured through the sensors of the device and
contain important behavioural characteristics of
the user. One such notable feature is the force
applied on the touchpad, which when represented
as a time series significantly contributes to the
high accuracy of gesture-based biometric authen-
tication.

– We collected finger gesture data from 20 users to
evaluate our proposed authentication scheme. The
dataset is made publicly available for further re-
search.2

– As we found the SVM classifier to be computation-
ally more expensive than the Chebyshev classifier,
we implemented the prediction component of the
former on Google Glass and evaluated its execu-
tion time to determine its suitability. We found
that the time needed for the SVM classifier is in
the order of few milliseconds. These are discussed
in more detail in the evaluation section.

Our results indicate that close to 90% accuracy can be
achieved using a combination of two or more gesture
types with training sets of sizes as low as 50 and as lit-
tle as 7 samples for each gesture type. We found that
downward swipe was the least frequently used gesture
with an average time between each downward swipe be-
ing 28 seconds. Forward swipe on the other hand was
the most frequently performed gesture with an average

2The dataset will be available for download at the time of
publication
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time of 7 seconds between consecutive forward swipes.
Based on the experiments on the gathered data, this
means that our system can detect an attacker in 49 sec-
onds (7 forward swipes) with 85% accuracy.

The remainder of this paper is organised as follows.
Section 2 discusses related work. Section 3 contains a
brief background on Google Glass as well as the defini-
tions of important terms used in this paper. Section 4
describes the proposed system beginning with the de-
scription of the threat model, and further includes the
design goals, architecture, the data collection process,
theoretical model of gestures along with the features ex-
tracted from them and finally, the classifiers. In Section
5, we discuss the evaluation results of our continuous au-
thentication system. The paper concludes with closing
remarks in Section 6.

2. RELATED WORK
Perhaps the first use of continuous authentication for

computer security dates back to the use of keystroke
dynamics to identify users using keyboards attached to
desktop computers [15, 21]. In the case of mobile de-
vices, various behavioural characteristics have been pro-
posed for authentication such as location patterns [13],
app usage [18], and skin or clothing color [22] (using
built-in cameras). As our focus is on gesture-based con-
tinuous authentication on wearables, specifically Google
Glass, we restrict the ensuing discussion to closely re-
lated work on finger movement pattern based continu-
ous authentication on smartphones.

Li et al. proposed a continuous authentication scheme
for smartphones based on sliding and tap gestures [19].
They distinguish between the portrait and landscape
modes of the touchscreen, and employ features extracted
from user gestures such as the position and area of first
touch, duration of slide, and average curvature of slide.
Likewise, Hui et al. [30] used different touch operations
such as keystroke, slide, pinch and handwriting to create
a continuous authentication scheme on smartphones.
They collected and tested data from 31 individuals and
showed that the slide gesture is the best in uniquely
classifying users, while handwriting performs the worst
from a classification accuracy perspective.

Similarly, Frank et al. [12] proposed a gesture-based
continuous authentication system using a set of 30 touch-
based features and tested it on 41 users. Their clas-
sifier is able to achieve a median equal error rate of
0% within the same usage session, 2-3% across differ-
ent sessions. Users however were limited to the use
of a few specific mobile apps, which suggests that the
evaluation may be dependant of specific and contextual
data. Other continuous authentication systems include
SilentSense [5] where finger movements and user mo-
tion patterns are used. SilentSense uses SVM to achieve
99% accuracy by using 3 touch operations in series on

Android-based smartphones. LatentGesture [25] is an-
other touch-based continuous authentication system for
smartphones and tablets. With a user base of 20 vol-
unteers, the proposed mechanism achieves an accuracy
of 97.9% on mobile smartphones and 96.8% on tablets
using SVM and random forest classifier.

A comparison of different classification algorithms used
in gesture-based continuous authentication systems was
presented by Serwadda, Phoha and Wang [1] using 190
human subjects. The different classification algorithms
evaluated were: linear regression, SVM, random for-
est, naive Bayes, multilayer perception, k-nearest neigh-
bour, Bayesian network, scaled Manhattan, Euclidean
and J48 [1]. The authors found linear regression and
SVM to be the best algorithms; however, the reasons
for their better performance were not explored. The
study also pointed out the importance of the “failure to
enrol” policy, whereby excluding the bad users (whose
ERR exceeds a certain threshold) improves the system
accuracy in classification. The paper also stated the
need to make more data sets open. In a similar work,
Khan, Atwater and Hengartner [16] compare six dif-
ferent implicit or continuous authentication schemes on
300 users. The study revealed many interesting results.
Existing schemes are practical with low overhead and
fast detection; touch based data should be augmented
with keystrokes; devices need not be rooted to use con-
tinuous authentication schemes as application-centric
schemes can be deployed on phones; using a realistic
threat model and testing on the wild is of the utmost
importance for continuous authentication. Their find-
ings also revealed that mimicry attacks on continuous
authentication schemes are possible.

Feng et al. [11] showed that Equal Error Rate for
a classifier can be as low as 40% in an uncontrolled
environment. The high inaccuracy was due to varia-
tion in users gesture characteristics in different contexts
(e.g., user behaviour changes while walking, standing
and sitting). Similarly, user behaviour will be different
while using different applications. To compensate for
the loss of accuracy, the authors proposed a multi-stage
filter hierarchy which reduces the Equal Error Rate to
10%. Recently, an open source framework for implicit
(continuous) authentication, named Itus, has been pro-
posed [17]. Itus can be used to support implicit au-
thentication schemes on Android-based mobile phones.
It provides developers a tool with which they can choose
multiple features and classification algorithms to de-
velop their own custom implicit authentication schemes.

Existing research on continuous authentication on smart-
phones shows that the general idea is feasible and de-
ployable on phones. The question remains, however,
whether continuous authentication schemes based on
behavioural biometrics are also feasible on wearable de-
vices and achieve comparable accuracy. Our work ad-
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(a) Frame (b) Display

Figure 1: The Google Glass (images courtesy of
Wikipedia and Google).

dresses this problem and answers this question in the
affirmative.

3. BACKGROUND
We provide a brief overview of Google Glasses and

then present the terminology used in this paper.

3.1 The Google Glass
Google Glasses, as shown in Figure 1a, contain an

optical display mounted on the lens. The display is a
small screen, exemplified in Figure 1b by showing the
main (default) screen of Glass from which users can nav-
igate either using voice commands, such as ‘ok glass,’
or using fingers to tap or swipe on the touchpad located
on the side. Users can swipe forward or backwards to
navigate through apps, and alternatively open an app
through a tap. Downward swipes are reserved for can-
celling an action or closing an app. Swipes can be per-
formed via one, two or three fingers. Apart from the tap
and swipe gesture, there is also a pinch gesture which
can be used to zoom in or out while browsing a web-
site, for instance. The Glass contains built-in gesture
based entry-point authentication which can be enabled
through the settings. To use this feature, the user needs
to register a pattern which consists of a series of four
gestures. The allowable gestures are tap, forward and
backward swipe.

3.2 Definitions
For the rest of this paper, a gesture is defined as a

tap or a swipe with one finger. The touchpad is the
area of Glass which is used for interaction through ges-
tures. For each gesture, the Glass touchpad records a
set of data, such as the point of contact with the touch-
pad, pressure on the touchpad, etc. The set of data
belonging to one gesture is called a sample. A sample
contains one or more subsets of data, called readings,
which correspond to data recorded at different discrete
time intervals during the duration of a gesture. Thus,
we may say ‘the first and second readings of the sam-
ple’ to refer to the touch event readings at timestamps
1 and 2, respectively. Each reading contains data cor-
responding to one or more variables, called features. A
distinguishing feature is a feature that is unique to a

user. In other words, it is a characteristic that defines
a user.

In our system, the authentication mechanism takes as
input a set of gestures and either (implicitly) accepts or
rejects the user depending on whether or not it matches
the gestures of the target user. The true positive rate
(TPR) is defined as the fraction of times the target
user has been correctly accepted. False positive rate
(FPR) is defined as the fraction of times the attacker
is (wrongly) accepted as the target user. Equal error
rate (EER) is defined as the rate at which 1 − TPR =
FPR. This is widely used as a performance measure
of biometrics-based authentication systems. A related
measure is the average error rate (AER), which is de-
fined as 1

2 (1 − TPR + FPR). This is useful when the
EER is not known. Receiver operating characteristic
(ROC) is a curve that shows the trend of TPR against
FPR. Variability in these measurements is introduced
by changing different parameter values of the authenti-
cation system. In general, there is a trade-off between
TPR and FPR, and the best balance is characterised by
EER.

4. CONTINUOUS AUTHENTICATION FOR
GOOGLE GLASS

In this section, we present our proposed gesture based
continuous authentication system for Glass. We start
with the description of the threat model and outline
our design goals. We then dive into the details of data
collection, derive the feature vectors based on a theoreti-
cal model of gestures and describe how the classification
modules work in the system.

4.1 Threat Model
Our aim is to provide security against an attacker

who has momentarily taken possession of an unlocked
Google Glass unbeknown to its owner. The attacker
does not know the owner’s secret pattern for the entry-
point authentication system of the Glass. The reader
might relate to this scenario as it is quite commonplace,
such as in the company of friends or in office space. This
is also more or less the threat scenario considered in con-
tinuous authentication on smartphones. The attacker
may wish to read user’s emails, see private photos or
even post something on one of the user’s social media
pages. Whatever information the attacker is aiming to
obtain, he needs to perform a series of actions on the
device to operate it. In our case, we limit these actions
to gestures on the device’s touch-pad. Although, cer-
tain functions in Glass can also be performed through
voice commands, we assume that the attacker wishes to
avoid this feature in the fear of an increased danger of
detection as well as identification. Our continuous au-
thentication scheme, running in the background, then
locks the device or sends a notification to the owner by

4



detecting that the gestures performed by the attacker
are different from the training model of the owner.

4.2 Design Goals
We expect the following objectives to be achieved by

a system designed to perform continuous authentication
for a wearable device:

– Unobtrusive: The system should be able to run
without causing any distraction to the user unless
required (i.e., until intrusion is detected). Running
the system in the background is the best option to
achieve this goal.

– Continuous: The system should run continuously
on the device while it is being used and comes into
action when a gesture is given to the system.

– Accurate: The system should achieve high accu-
racy when it comes to detecting an attack with
fewer training samples and the least number of
gestures.

– Efficient: The system should be power efficient and
should generate low heat. As a result, low compu-
tational approaches are preferred.

4.3 Architecture
The proposed system architecture, as shown in Fig-

ure 2, has two broad phases: training and testing. A
number of modules are common to both phases. The
system first listens for gesture events that are triggered
whenever the user performs gestures on the touchpad
while carrying out normal tasks on Glass. Once an
event is triggered, elementary features such as the start
point and end points of gestures and pressure exerted
on the touchpad are extracted from the gestures. From
the start and end points of the gesture thus obtained,
the particular gesture type (tap, forward, backward or
downward swipe) is identified, after which higher-level
features belonging to the gesture, e.g., force exerted
on the touchpad, are derived through these basic fea-
tures. Some of the features in our system are derived
as a function of time and require further processing for
consistent inter-comparison. After going through this
post-processor, our system feeds the resulting features
to the classifier. During training, the classifier gener-
ates different classification models for different gesture
combinations. During the testing phase (also known as
the re-authentication), real-time gesture data from the
current user is processed to obtain the feature sets as
above, which are then fed to the classifier for predic-
tion. The predictor uses the appropriate classification
model on the basis of the gesture combination employed
to predict if the gestures are coming from the legitimate
user or an attacker.

There are potentially three different approaches to
implement the training phase (model generation) and
the predictor (testing) component:

– Both training and prediction on Glass: In this ap-
proach training will be done on Glass to create
different classification models. The predictor com-
ponent on the Glass can then use the appropriate
model to predict the user or an attacker. This
approach can be computationally expensive and
hence demands lightweight solutions.

– Training on the Cloud and predictor on Glass: In
this scheme training can be done on the cloud to
create different classification models. The classi-
fication models can be downloaded to the Glass
when required or updated. The predictor compo-
nent runs on Glass and uses precomputed models
(downloaded from the Cloud) residing on Glass.
As training some classifiers can be computation-
ally expensive, as is the case with SVM, this ap-
proach results in power savings for Glass.

– Both training and prediction on the Cloud: The
feature extraction component runs on the Glass
and sends the extracted feature vectors from the
user to the cloud. The prediction component run-
ning on the cloud uses the classification models on
the cloud to get the output and sends it back to
Glass. This approach is the least computationally
expensive. However, continuous network connec-
tivity is required.

In this paper, we consider the second approach as it is
the least demanding in terms of processing and connec-
tivity requirements, suitable for wearables like Glass.

4.4 Data Collection
Our study focused on collecting data for four im-

portant gestures available in Google Glass: tap, for-
ward swipe, backward swipe, and downward swipe. The
user has to use these gestures to operate Glass un-
less they are using the voice enabled commands. Glass
is equipped with the Synaptics T1320 touchpad. The
touchpad’s x-axis spans the range [0, 1366] and the y-
axis is in the range [0, 187]. We collected gesture data
using a background data collection process. Data was
collected on Google Glass version 18.1 that uses the
Android mobile operating system. Like other Android
devices, Glass depends on the Linux kernel for core sys-
tem services including hardware drivers. In case of a
touch event, the touchpad captures the raw data and
sends it to the Linux kernel. The kernel packages the
raw data and sends it to the Android library at the up-
per layer. As we wanted our data collection approach
to be application-agnostic and unobservable to the user,
we decided to read the raw touch data values from the
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Figure 2: System Architecture

corresponding touchpad device file /dev/input/event3
at runtime. The raw data supplied by the kernel fol-
lows the Linux multi-touch protocol [24]. The touch
(gesture) information is sent sequentially as separate
packets of ABS_MT type events. A multi-touch ABS_MT

packet on Glass looks like as follows:
0003 0039 00000000

0003 0037 00000000

0003 003a 00000047

0003 0030 00000003

0003 0031 00000002

0003 0034 00000000

0003 0035 00000351

0003 0036 00000066

0000 0002 00000000

0000 0000 00000000
The first byte, i.e., 0003, indicates that it is an ABS_MT

event. The second byte describes the data type. 0039 is
the ABS_MT_TRACKING_ID which is used to distinguish
the number of fingers performing the gesture. On Glass,
this number can be 0, 1 or 2 as it recognises gestures
with one, two or three fingers. 0037 corresponds to
the TOOL_TYPE which is the finger in our case. 003a

indicates PRESSURE; 0030 and 0031 correspond to the
major and minor touch area on the Glass touchpad;
0034 shows the orientation; 0035 and 0036 describe the
x and y coordinate of the touched area on the touch-
pad. Event type 0002 is followed by the event type 0000
which indicate the completion of a reading in a sample
of a gesture. These two events are of type SYN and fol-
low one after the other. A sample/gesture is said to be
complete when two consecutive SYN arrive. The reader
can compare this with the ABS_MT packets for Android
based smartphones reported in [19]. The type of ges-
ture is decided by the movement and direction of user’s
finger.

We programmed a background process to read the
touchpad device file and write the contents to a separate
file. A separate file was maintained for each user. We
selected 20 users from different age groups and genders
and asked them to use Google Glass for a few hours.
The users were free to explore Glass as they liked. They
could browse the web, take pictures, use the e-mail app,

Table 1: Total number of samples, the average sample
length per user and the minimum sample length ob-
tained for gestures in our user study.

Gesture Total Average Minimum

T 3214 160.70 60
F 5044 252.20 67
B 2197 109.85 39
D 1080 54.00 11

or any application installed on the device. Since at the
time of this writing Google Glass is only available as a
limited experimental release, in contrast to user studies
on smartphones, users in our study were less familiar
with Glass usage. As a result, they were given a short
formal training as to how to operate Glass prior to data
collection. Users were not required to use the device
continuously. In a nutshell, we asked the users to use
the device in a natural way.

Based on this experiment, we were able to obtain
more than 60 samples for taps and forward swipes for
each user as shown in Table 1. The data for backward
and downward swipes was much less on average, with
the latter producing the least number of samples. Back-
ward swipe can be used in place of forward swipe to
navigate in the opposite direction. This explains its
relatively less usage. Moreover, downward swipes are
mostly used for quitting an app, cancelling an app or
returning to the main screen. Therefore, the number
of downward swipes obtained for users were lesser in
number. Table 1 shows the difference in samples across
gestures. The forward swipe is the most used gesture,
followed by the tap; downward swipe is the least used
gesture. This shows that a normal usage of Glass will
have more taps and forward swipes as compared to the
remaining two gestures.

4.5 Gesture Model and Feature Extraction
The standard way of selecting features from gestures

is to analyse the types of sensors available and then
identify distinguishing features from the gesture ‘trail’
produced by the sensor readings. We take a somewhat
different approach where we create a theoretical model
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Fz

R

Figure 3: The tap force.

of gestures to get a better insight into the kind of fea-
tures we need to find. Obviously, feature selection is
still limited by the types of sensors available. Neverthe-
less, we believe that this approach is more illuminating
in the sense that it improves the understanding of the
rationale behind feature selection and the relation be-
tween different features.

The touchpad is modelled as a rectangle R on a two
dimensional xy-plane. The origin of R is the bottom-
left corner. We distinguish between two types of ges-
tures, tap (T) and swipe. Swipe is further divided into
forward (F), backward (B) and downward (D). We
model each gesture as one or more forces acting over
a duration of time (the course of a gesture). We assume
that the magnitude and source of these forces over the
time duration of the gesture are characteristics of a user.
We then attempt to measure the magnitude and source
of these forces through the different types of touch met-
rics available in the form of features. In the following,
we show how tap and swipe can be modelled in this way,
by identifying the different set of features.

4.5.1 Modelling the Tap Gesture
The tap is characterised by the force applied by the

finger on the touchpad. This force, denoted Fz, acts
downwards on R, i.e., along the z-axis. This is visu-
alised in Figure 3. Our assumption is then that the
magnitude and source of this force over the duration of
tap are characteristics of a user. By source, we mean
the point on R where the user taps.

To estimate the magnitude of Fz, we make use of the
pressure P and area (size) A readings from the touch
event. These two give the magnitude of the force as

Fz = PA. (1)

This follows the usual definition of force as a prod-
uct of pressure and area. Note that the specific unit of
force is irrelevant in our model as long as the definition
of force is consistent across different readings and users.
The source of this force is estimated by the coordinates
(x, y) of the tap point. Now, since the tap gesture is
performed over a time interval, say ∆t, we are also in-
terested in the change in magnitude of the force during
this time. Figure 4 visualises the possible shape of Fz
over the duration of tap. As the user performs the tap,
we would expect an increase in the force applied which
decreases after reaching a peak. We denote the magni-

∆t

Fz

t

Figure 4: The magnitude of the force curve Fz(t) over
the interval ∆t.

Fz

R

Fxy

Figure 5: The two forces active during a swipe.

tude of Fz over time as Fz(t), which is essentially a time
series. Fz(t) can be calculated over discrete points t in
the interval ∆t through Eq. 1 given the corresponding
pressure and area values. The tap duration, i.e., ∆t, is
also considered a characteristic of Fz, and hence used
as a distinguishing feature. To summarise, we have the
following distinguishing features for tap:

1. The source of force as determined by the tap point
(x, y).

2. The magnitude of force Fz as a time series Fz(t).

3. The duration of force ∆t.

4.5.2 Modelling the Swipe Gesture
For ease of presentation, we model a swipe as an up-

ward swipe. With appropriate orientation transforma-
tion, the model will apply to other types of swipes. We
model a swipe as two forces acting on R simultaneously.
The first is Fz, the force acting downwards on R, as in
the case of tap. The second is a force acting along the
xy-plane, denoted Fxy, along the direction of swipe. We
assume then that the magnitudes and sources of these
forces over the duration of swipe are characteristics of
a user. These two forces are visualized in Figure 5.

To estimate the source of Fz, we use the start point
(x0, y0) and the end point (x1, y1) of the swipe. The
source of the force Fxy is estimated as the angle θ be-
tween the straight line joining these two points and the
y-axis as shown in Figure 6. We acknowledge that these
directions (sources) should be a function of time over
the duration of the swipe. However, at present, we only
model this average notion of source. To estimate the
duration of the forces, in addition to the swipe duration
∆t, we also include the swipe length l, which is given
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(x1, y1)
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Figure 6: The source of the force Fxy is estimated
through the angle θ.

by the length of the line segment between the start and
end points of the swipe.

The magnitude of Fz is again estimated as the time
series Fz(t), where individual values are obtained as the
product of pressure and area (PA) values. The magni-
tude of Fxy is also modelled as a time series Fxy(t). The
difference is that individual values of this time series are
estimated through the magnitude of velocity at discrete
time intervals. The magnitude of velocity between two
adjacent points is calculated by computing the distance
between the two points divided by the time difference.

To summarise, we have the following distinguishing
features for swipe:

1. The source of the downward force Fz as deter-
mined by

(a) start point (x0, y0).

(b) end point (x1, y1).

2. The source of the planar or xy force Fxy deter-
mined by the angle θ.

3. The magnitude of the force Fz as a time series
Fz(t).

4. The magnitude of force Fxy as a time series Fxy(t).

5. The durations of the two forces as

(a) The time duration ∆t.

(b) The length of the swipe l.

Table 2 shows the list of features used for both ges-
ture types. We differentiate between two types of fea-
tures, i.e., time-series based features and unitary fea-
tures. The difference between the two is obvious.

4.5.3 Post-processing the Time Series
The time series for the magnitude of force (Fz(t) and

Fxy(t)) requires some further processing to obtain con-
sistent and comparable results across different readings.
Figure 7 shows two time series of the downward force
Fz(t) corresponding to two forward swipes from the
same user. By looking at the two, the following ob-
servations are evident:

Table 2: List of Features

Gesture # Feature Symbol

Tap 1. tap point x-coordinate x
2. tap point y-coordinate y
3. downward force time series Fz(t)
4. tap duration ∆t

Swipe 1. start point x-coordinate x0
2. start point y-coordinate y0
3. end point x-coordinate x1
4. end point y-coordinate y1
5. angle θ
6. downward force time series Fz(t)
7. planar force time series Fxy(t)
8. swipe duration ∆t
9. swipe length l
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F
z

series 1
series 2

Figure 7: Two time series of the magnitude of force.

– We have aligned the first reading of the two time
series at time t = 0.

– The readings of the two time series are not neces-
sarily sampled at equal intervals. You can observe
this by looking at the values within the interval
t ∈ [0.08, 0.10].

– There are gaps in the readings. For instance, ob-
serve the interval t ∈ [0.02, 0.04]. Time series 2
does not have a sampled value nearby the third
value of time series 1.

– The two time series do not end at the same time.
This is understandable as the time duration corre-
sponds to the duration of the swipe which may not
necessarily be the same across different swipes.

In order to get a consistent comparison of time series
from different readings, we do the following:

– As mentioned above, we align the first sample of
the two time series at time t = 0.
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Figure 8: Resampled time series plotted against the
original time series. Resampling is done at intervals of
tint = 0.01 with the last value evaluated before toff = 0.3.

– We resample each time series at intervals tint =
0.01. This is slightly lower than the system aver-
age which is normally around 0.012 seconds. Re-
sampling at a time instance t is done by joining
two readings on either side of t via a straight line
segment and evaluating the value of this line at
time t. The same approach is used in [28].

– We use a cut-off point toff = 0.3. All time series
values after this point are discarded. Most time
series span an interval ∆t, which is less than toff .
For such cases, all values at time ∆t < t < toff are
mapped to 0.

We call the above process, resampling the time series.
Figure 8 shows the resampled time series obtained from
time series 2 in Figure 7.

4.6 Classification and Prediction
The role of a classifier is to take training data as input

and produce a target user model. The model is then
used to predict if the performed gesture is from a valid
user or an attacker in in real time. A number of machine
learning classifiers have been employed by researchers
for continuous authentication. In most cases, two or
more classes of users are considered for learning. One
of the classes corresponds to the target user, whereas
the rest of the classes can either represent an attacker
or other users of the system. In a real world setting, we
can only expect to obtain training data from the owner
of the device. The data from a real attacker is not
known beforehand. This presents an obvious problem
for two-class learning as training data from the second
class, i.e., the attacker, is unknown. To overcome this,
it has been argued that the attacker can be modelled
by using data from one or more mock attackers which

is drawn from the data of a pool of users excluding the
target user [1, 19, 30]. Under the assumption that the
real attacker is more likely to resemble the class of the
mock attacker as compared to the legitimate user, the
aforementioned problem is mitigated. Such data can be
bundled with the continuous authentication system in
the device as anonymized data [31].

A different approach is to use single class learning al-
gorithms, such as one-class SVM [28], which use train-
ing data from a single class, i.e., the target user, and
the test data may come from two or more classes (tar-
get user and attackers). The techniques used in one-
class learning algorithms can be broadly classified as
density estimation, which as the name implies attempts
to estimate the probability density based on the train-
ing data [8, 27]. This approach also leads naturally to
formulating this as an anomaly detection problem [8],
since essentially the system needs to determine whether
the given test sample belongs to the target user or is an
anomaly, i.e., belongs to the attacker.

For our system, we use representative algorithms from
both approaches. For two-class learning, we use SVM.
For one-class learning we use a somewhat different ap-
proach. Many researchers have indicated that a block
of samples used for testing shows an improved perfor-
mance over using individual samples [1, 12, 19]. Dur-
ing testing, the average reading of the feature over the
block is used as a single instance for input to the clas-
sifier. We note that if a sample block is to be used, a
classifier based on concentration inequalities can be em-
ployed. A concentration inequality bounds the proba-
bility that a random variable deviates from its expected
value. The deviation from the expected value decreases
(probabilistically) with an increase in the block size of
identically distributed random variables. We thus pro-
pose a classifier based on the concentration inequality
called Chebyshev’s inequality. The use of this inequal-
ity is not unprecedented in anomaly or outlier detection
in a somewhat different manner [2]. The advantage of
using Chebyshev’s inequality is that we need not make
any assumptions on the probability distribution of data.
In the following, we describe the two classification algo-
rithms, starting with the Chebyshev classifier.

4.6.1 Chebyshev Classifier
Let X be a random variable representing a unitary

feature. Let x = (x1, x2, . . . , xn) denote n samples of
this unitary feature. The corresponding random vari-
ables are denotedX1, X2, . . . , Xn. We assume that these
random variables are independent and identically dis-
tributed (i.i.d.), which follows since these samples are
from different gestures (of the same type). Let E[X] =
µX and Var[X] = σ2

X denote the expected value (mean)
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and variance of X, respectively. Then for any τ > 0

Pr [|X − E[X]| ≥ τ ] ≤ Var[X]

τ2

⇒ Pr [|X − µX | ≥ τ ] ≤ σ2
X

τ2
,

is known as Chebyshev’s inequality [23, §8, p. 431].
Consider the sum Sn =

∑n
i=1Xi. Since the Xi’s are

i.i.d., we have

E[Sn] =

n∑
i=1

E[Xi] = nµX ,

and

Var[Sn] =
1

n2

n∑
i=1

Var[Xi] =
n

n2
σ2
X =

σ2
X

n
.

Using Chebyshev’s inequality on Sn and the above two
results, we get

Pr [|Sn − E[Sn]| ≥ τ ] ≤ Var[Sn]

τ2

⇒ Pr

[∣∣∣∣∣
n∑
i=1

Xi − nµX

∣∣∣∣∣ ≥ τ
]
≤ σ2

X

nτ2

⇒ Pr

[∣∣∣∣∣ 1n
n∑
i=1

Xi − µX

∣∣∣∣∣ ≥ τ
]
≤ σ2

X

nτ2
, (2)

for any τ > 0. A qualitative explanation of this inequal-
ity is that as n increases, the average of a sample is
more likely to be concentrated around the mean. Now,

let ρ =
σ2
X

nτ2 . Rearranging we get

τ =
σX√
nρ

(3)

By specifying a value of ρ in the above equation, i.e.,
a bound on probability, we can obtain a corresponding
threshold τ . This then gives us a straightforward classi-
fication method for features: Given a sample x′1, x

′
2, . . . , x

′
n,

purported to be generated from the same distribution
as X, we calculate the sample mean and see if this lies
within the threshold τ determined by ρ. If yes, then
the sample is classified as belonging to the target user;
otherwise it is rejected.

A number of observations are in order:

– By varying ρ we can correspondingly change the
threshold. A high value of ρ, say 1.0, implies a low
value of τ , which in turn means that there may be
more false negatives. A lower value of ρ results in
a higher value of τ , which may include more false
positives. Note further that since ρ is a bound on
probability, it does not necessarily have to be less
than or equal to 1.

– The above result is independent of the particular
probability distribution of X, as long as the mean
and expected values are finite. This is important
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Figure 9: Histogram of the y-coordinate of the end
points of downward swipe of one user. One can see
that the distribution is likely bimodal.

since through our study we saw that not all feature
data can be modelled as a simple unimodal proba-
bility distribution. As an example, Figure 9 shows
the y-coordinates of the end point of a downward
swipe.

– As n grows, the accuracy of the classifier increases,
since the probability that the sample is away from
the mean decreases. Thus, we can use tighter val-
ues of the threshold τ for higher values of n.

– Inequality 2 gives an upper bound on the true pos-
itive rate for a given feature. Thus, for instance,
if we want the true positive rate to be at least 0.8,
we can set ρ to be 0.2, and we will get a true pos-
itive rate of more than 80 percent. However, we
cannot say the same for the false positive rate as
this depends on the deviation of inter-user data.

– The above result assumes that we know the mean
µX and variance σ2

X of X. In practice we can only
deduce these through the training data. Thus we
approximate µX and σ2

X as the training mean and
variance, respectively.

Similarly, for a time-series based feature we can use
this classifier with slight modification (see Appendix A).
Thus given an n-element sample x = (x1, x2, . . . , xn)
and the parameter ρ, we have the Chebyshev feature
classifier f(x, ρ) which outputs 1 if the sample belongs
to the target user and 0 otherwise. To make an overall
decision given samples from a set of m features χ =
{x1, . . . ,xm}, we have the following classifier, which we
call the Chebyshev classifier :

g(χ, ρ, ε) =

{
1, if

∑m
i=1 f(xi, ρ) > εm

0, otherwise
(4)
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We call ε the decision threshold and εm the decision
boundary. Through our experiments we found ε = 2

3 to
give the best EER.

4.6.2 SVM Classifier
For two-class classification, we used the SVM binary

classification algorithm as implemented in the LIBSVM
library [9]. SVM works by dividing data into classes
based on a dividing hyperplane or a set of hyperplanes
whose margins are maximised. A margin is the distance
from the hyperplane to the boundary data points, called
support vectors. For overlapping data, the hyperplane
may be constructed in high or infinite dimensional space
using some sort of kernel function, which maps the origi-
nal data points to a higher dimension where data is not
overlapped. In our case, we used the Gaussian radial
basis kernel function.

To construct the feature space for SVM, we repre-
sented the time series based features as toff

tint
= 30 dimen-

sional vectors. The whole feature space of the SVM
is then a vector of all unitary features and time se-
ries based features represented in the aforementioned
way. Constructed in this way, the SVM classifier is
given training data. To obtain the best classification
results, we performed a grid search with 10-fold cross
validation on the training data to find the optimal val-
ues for the parameters C and γ. Here C > 0 is the
penalty parameter and γ is the kernel parameter. The
grid ranges from 2−5 ≤ C ≤ 217 and 25 ≤ γ ≤ 2−17.
At the end of the grid search optimised values of C
and γ are obtained from the training set. Notice that
the training phase needs data both from the legitimate
(target) user and other users (represented as the second
class). As this type of data represents unbalanced data
(more data from the second class), we used a weighted
scheme SVM.

After a user model has been created by the SVM, the
authentication phase or testing phase can be carried
out. Let χ be a set of samples of features to be tested
against the user model, where we assume the sample
size of each feature to be n ≥ 1. For each feature x ∈ χ
with n samples denoted by x = (x1, . . . , xn), the aver-
age value 1

n

∑n
i=1 xi is used in the final feature vector.

Given the feature vector thus obtained, the system out-
puts 1 if it believes the samples belong to the target
user and 0 otherwise.

5. EVALUATION AND RESULTS
In this section we describe our experimental setup

and the results obtained from the two classification al-
gorithms for our continuous authentication. Then we
delve into the main distinguishing features of our sys-
tem and the corresponding performance in terms of ex-
ecution time.

5.1 Experimental Setup

To evaluate the performance of our Chebyshev clas-
sifier against different number of users, we consider two
sets of users. The first set, denoted U1, consists of 10
users. The second set, denoted U2, contains the whole
set of 20 users employed in our study. For both user sets,
i.e., U1 and U2, we set the experiment setup as follows.
To obtain TPR, we randomly select a target user, and
consider the corresponding training set for each target
user as a random set of 50 of the user’s samples. The
test set, i.e., the set used for authentication, consists of
the remaining samples. Given a fixed value of n, a ran-
dom sample of length n is obtained from the test set.
The decision from the classifier is then logged. This pro-
cess was repeated 500 times each with a new random
target user.

Finally, the number of times, out of the 500 tests, the
target user was accepted was marked as TPR. To com-
pute FPR, a target user was again randomly selected,
and the training set was a random sample of 50. The
classifier was then given a test sample from a random
attacker selected from U1 (respectively from U2), ex-
cluding the target user. The test sample was of size n
and selected randomly from all the samples of the at-
tacker. This process was also repeated 500 times, each
with a randomly chosen target user and a randomly cho-
sen attacker. FPR was calculated as the rate at which
the attacker was accepted.

Since the number of available samples for all gestures
were not the same (see Table 1), we used different sizes
of training sets when considering different types of ges-
tures. The size of the training set for tap and forward
swipe was 50, whereas backward swipe and downward
swipe had training set sizes of 25 and 10, respectively.3

For the SVM classifier we divided the pool of 20 users
into two disjoint sets of equal cardinality. The first set,
labelled U1, consists of users for whom we had at least
75 samples for all gesture types. These are identified
as target users. The remaining 10 users are modelled
as attackers and are assigned to the second set, labelled
U2. For each user in U1, the training data consists of a
random sample of a fixed size from the user’s data. This
constitutes positive samples for the target user required
for binary class SVM training. The negative samples
for the target user came from the data of the remaining
9 target users in U1. That is, the data from the remain-
ing 9 users was used in the training phase to model the
mock attacker. The data of the users from U2 is used to
test the false acceptance rate. Note that the assumption
here is that the users in U2 (modelling real-life attack-
ers) are much more likely to resemble the mock attacker

3As shown in Table 1, one user had 11 downwards-swipes
only. This was problematic as we would have only one test
sample for this user for testing downward-swipes. We ex-
cluded this user from the downward swipes evaluation.
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whose training data was obtained from the 9 users in
U1. This assumption has been previously used in [30].

5.2 Experimental Results
We divide our results into two parts corresponding to

the two classifiers that can be used by our authentica-
tion system.

5.2.1 Chebyshev Classifier
First we would like to empirically determine the de-

cision threshold ε in Eq. 4. For this, we use the user set
U1, and choose tap and forward swipes as gestures for
the Chebyshev classifier. Since tap and forward swipes
have a total of m = 13 features, εm ranges from 6 (ma-
jority decision) to 12 (unanimous decision). We con-
struct a ROC curve for each of these cases. For smaller
values of n, we do not observe a noticeable difference
in the curves. However, for larger values of n we ob-
serve that majority decision does not produce the best
possible results. Figure 10 shows the ROC curves when
n = 15. The different values of FPR and TPR are
obtained by varying the probability parameter ρ from
Eq. 3 from 1.00 to 0.1 with steps of 0.05. The dashed
line in the figure is the line with TPR = 1−FPR, which
meets the ROC curve at the EER value.
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Figure 10: ROC curves for different values of the deci-
sion boundary εm from the Chebyshev classifier.

We can observe significant difference in curves corre-
sponding to εm = 6 and εm = 9. However, we do not
see any improvement with larger values. Since εm = 9
implies ε ≈ 0.69, we use the nearest approximation
ε = 2

3 and the decision boundary dεme for the Cheby-
shev classifier in Eq. 4. This corresponds to the two-
third majority rule. Table 3 shows the decision bound-
aries for various combination of gestures used in our
experimental evaluation which are obtained by choos-
ing ε = 2

3 . The table indicates that, for instance, if

Table 3: The decision boundary corresponding to the
decision threshold ε = 2

3 for different combination of
gestures from the Chebyshev classifier.

Combination dεme m

T 3 4
F 6 9
B 6 9
D 6 9

T + F 9 13
T + F + B 15 22

T + F + B + D 21 31

the gesture combination T+ F is used for classification,
then the Chebyshev classifier g outputs 1 (accept) if the
Chebyshev feature classifier f outputs 1 for 10 or more
features out of 13.

Next, we study the impact of n on EER. We would ex-
pect the EER to improve with increases in n. Figure 11
shows the EER for the combination T+F against differ-
ent values of n with the user set U1 (notice that there are
n taps and n forward-swipes in each test sample). The
ROC curves show improvement as n increases, starting
with an EER of about 30% for n = 1 and an EER of
around 3% for n = 25. The trend of improving EER
with increasing n is shown by all gesture combinations
listed in Table 3. The same observation is valid for the
set U2.
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Figure 11: ROC curves against different sizes of the test
sample from the Chebyshev classifier.

Table 4 shows the EER for different values of n. We
observe that the tap gesture as a standalone gesture
performs worse in terms of EER as compared to the
swipes. The EER of the forward and backward swipes
are comparable, with forward swipes narrowly edging
out. The downward swipe performs worse than the
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Table 4: EER for different gesture combinations and values of n from the Chebyshev classifier.

Combination Set
n

Set
n

1 3 5 7 10 15 25 1 3 5 7 10

T U1 0.35 0.27 0.23 0.21 0.18 0.16 0.13 U2 0.38 0.32 0.25 0.23 0.19
F 0.32 0.23 0.15 0.14 0.12 0.07 0.07 0.35 0.23 0.18 0.16 0.13
B 0.32 0.22 0.17 0.14 0.12 - - 0.34 0.26 0.21 0.18 0.16
D 0.33 0.26 0.20 0.19 0.17 - - 0.32 0.26 0.20 0.18 0.17

T + F 0.29 0.18 0.14 0.09 0.09 0.05 0.03 0.33 0.21 0.16 0.13 0.12
T + F + B 0.27 0.16 0.09 0.08 0.04 - - 0.30 0.17 0.13 0.11 0.07

T + F + B + D 0.25 0.13 0.09 0.07 0.03 - - 0.27 0.13 0.11 0.07 0.06

other two swipe types, which is potentially due to fewer
data points available for training. The EER deterio-
rates by 3 to 4 percent when using the data set U2 (20
users) as compared to data set U1 (10 users). Our most
important gesture combination is T+F since the bulk of
activities on Glass can be performed by a combination
of these two gestures. With n = 10 taps and forward
swipes each, we get an EER of less than 10%. Due to
the limited number of samples obtained in our study
we could not extend our results for n = 15 and n = 25
beyond the combinations mentioned in the table.

A final important aspect to consider is the relation-
ship of EER with ρ, the probability parameter in Eq. 3.
Ideally, given n, we would be able to use a lookup table
to determine the value of ρ that gives the best perfor-
mance. The value of ρ should also be independent of
the number of users in the user set to determine EER.
Table 5 shows the intervals of ρ values giving the best
tradeoff between TPR and FPR, i.e., EER, for different
gesture combinations and user sets. Since we evaluated
the classifier at discrete ρ values (steps of 0.05), EER
was obtained by interpolation; hence the use of inter-
vals. We can see that for each gesture combination and
value of n, the intervals for sets U1 and U2 are either
the same or adjacent. The slight difference might be
due to the probabilistic nature of the simulations. It
seems then that the ρ values are not significantly af-
fected by the size of the test set. Since we did not have
more data, we could not verify whether this result holds
for larger test sets. As the three swipe types have the
same set of features, we should expect optimum ρ inter-
vals to be the same for all swipe types for a given value
of n. The table however suggests that this is not the
case. Although the intervals for forward and backward
swipes are closer, those for backward swipes are farther
apart. This is most likely due to the difference in the
sizes of the training sets for the three gestures. A final
observation is that as n increases the ρ value giving us
the EER decreases. To conclude, for a given test set
size, i.e., n, and a given gesture combination, we can
use a ρ value within the interval specified in Table 5,
say the middle value, to obtain optimum performance
for the Chebyshev classifier.

5.2.2 SVM Classifier
The accuracy of the SVM classifier as measured by

the average error rate (AER) is shown in Table 6. The
classification accuracy is varied against two parameters:
training size |T | and testing size n for each gesture com-
bination listed in the table. The training set size was
varied from 25 to 75 at intervals of 25. We can ob-
serve that AER for all gesture combinations increases
with increasing training size. This is because a larger
training data set gives the classification algorithm more
information for accurate prediction. However, this may
also lead to overfitting, which is indeed the case with
downward swipe with training set of size 75. Overfit-
ting makes the classification model specific to the train-
ing data and hence may cause more errors in prediction.
The AER of the SVM classifier also improves with in-
creasing number of test samples, i.e., n. We can observe
that the tap gesture performs the worst amongst all the
individual gestures and forward swipe outperforms all
other gestures, which is consistent with the observation
from the Chebyshev classifier.

The ROC curves showing the TPR and FPR values
for varying training sizes with n fixed at 10 are shown in
Figure 12. Similarly, Figure 13 shows the ROC curves
by fixing the training size at 50 and varying the sample
size in the set {1, 3, 5, 7, 10}. As mentioned before, the
tap gesture provides the worst performance. This is un-
derstandable since not much information (features) can
be obtained from a tap as it is a simple and quick user
action. This finding is aligned to a previous observation
in smartphone environment [19]. More importantly, we
note that the accuracy of backward swipes does not
improve much with increasing the training size and test
samples. The prediction accuracy for four gestures with
a training set size of 50 and n = 10 is comparable for
both classifiers which suggest that in terms of accuracy
both classifiers are effective on wearables with touchpad
dimensions similar to Glass. The classification accuracy
improves when more than one gesture is used in combi-
nation as compared to individual gestures. This can be
attributed to more features present in a combination of
multiple gestures. We can see that for training set size
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Table 5: The interval of ρ values within which EER lies for different gesture combinations and values of n in the
Chebyshev classifier.

Combination Set
n

1 3 5 7 10 15 25

T
U1 [0.45, 0.5] [0.3, 0.35] [0.2, 0.25] [0.15, 0.2] [0.15, 0.2] [0.1, 0.15] [0.1, 0.15]
U2 [0.5, 0.55] [0.3, 0.35] [0.25, 0.3] [0.2, 0.25] [0.15, 0.2] - -

F
U1 [0.75, 0.8] [0.5, 0.55] [0.35, 0.4] [0.35, 0.4] [0.3, 0.35] [0.25, 0.3] [0.15, 0.2]
U2 [0.8, 0.85] [0.5, 0.55] [0.4, 0.45] [0.35, 0.4] [0.3, 0.35] - -

B
U1 [0.7, 0.75] [0.4, 0.45] [0.3, 0.35] [0.25, 0.3] [0.2, 0.25] - -
U2 [0.8, 0.85] [0.45, 0.5] [0.35, 0.4] [0.3, 0.35] [0.25, 0.3] - -

D
U1 [0.5, 0.55] [0.3, 0.35] [0.2, 0.25] [0.15, 0.2] [0.15, 0.2] - -
U2 [0.45, 0.5] [0.3, 0.35] [0.2, 0.25] [0.15, 0.2] [0.15, 0.2] - -

T + F
U1 [0.8, 0.85] [0.5, 0.55] [0.4, 0.45] [0.35, 0.4] [0.25, 0.3] [0.2, 0.25] [0.15, 0.2]
U2 [0.8, 0.85] [0.5, 0.55] [0.45, 0.5] [0.35, 0.4] [0.3, 0.35] - -

T + F + B
U1 [0.8, 0.85] [0.5, 0.55] [0.4, 0.45] [0.35, 0.4] [0.3, 0.35] - -
U2 [0.85, 0.9] [0.55, 0.6] [0.45, 0.5] [0.35, 0.4] [0.35, 0.4] - -

T + F + B + D
U1 [0.75, 0.8] [0.5, 0.55] [0.4, 0.45] [0.3, 0.35] [0.25, 0.3] - -
U2 [0.8, 0.85] [0.5, 0.55] [0.4, 0.45] [0.35, 0.4] [0.3, 0.35] - -

Table 6: Average error rate from the SVM classfier.

Combination |T | n
1 3 5 7 10

T
25 0.40 0.32 0.30 0.31 0.26
50 0.30 0.32 0.28 0.29 0.30
75 0.30 0.29 0.27 0.28 0.27

F
25 0.32 0.25 0.20 0.20 0.19
50 0.27 0.21 0.21 0.22 0.20
75 0.28 0.21 0.18 0.19 0.15

B
25 0.33 0.32 0.31 0.21 0.20
50 0.28 0.27 0.26 0.27 0.23
75 0.29 0.27 0.27 0.25 0.21

D
25 0.33 0.27 0.23 0.20 0.16
50 0.30 0.21 0.18 0.16 0.17
75 0.30 0.28 0.275 0.30 0.32

T + F
25 0.35 0.24 0.20 0.18 0.17
50 0.30 0.21 0.18 0.16 0.17
75 0.26 0.17 0.12 0.11 0.11

T + F + B
25 0.28 0.20 0.16 0.14 0.14
50 0.29 0.14 0.11 0.10 0.07
75 0.23 0.12 0.10 0.10 0.09

T + F +
B + D

25 0.25 0.18 0.16 0.13 0.12
50 0.21 0.09 0.06 0.04 0.03
75 0.15 0.08 0.04 0.03 0.01

of 75 and testing size of 5 or more, the AER of the clas-
sifier is more than 90%. This provides a positive result
that machine learning techniques can be used to create
good gesture based continuous authentication models
for wearable devices like Glass.

5.3 Distinguishing Features
The rationale behind the good performance of both
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Figure 12: ROC curves for training set sizes 25, 50, and
75 from the SVM classifier.

classifiers is the existence of distinguishing features that
uniquely identify the target user during the continuous
authentication process. It is then important to quantify
how much these features are different across users.

One approach is to use the Chebyshev feature classi-
fier f considering its output given a sample of a feature
with a fixed ρ. If run multiple times, we should expect
the sum of the outputs of f , which we call frequency,
to be higher for the same target user, and lower for at-
tackers different from the target user. Following this, we
fixed the user set U2, gesture combination T+F+B+D,
n = 10, and ρ = 0.32 (mid-value corresponding to EER
for this given combination), and ran the algorithm 500
times each for true positives (TP) and false positives
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Figure 13: ROC curves for different sample sizes n in
the set {1, 3, 5, 7, 10} from the SVM classifier.

(FP). To test the frequencies for true positives, we chose
a random user for each of the 500 runs. Likewise for the
false positives, we chose a random target user and a ran-
dom attacker from the remaining users in U2 for each
of the 500 runs. Again, the training sets were chosen
randomly and had the same sizes as mentioned before.

Table 7 shows the frequencies obtained for the differ-
ent features. In case of TP, the frequencies are all above
400 for tap, forward and backward swipes. The frequen-
cies are below the 400 mark for downward swipes. This
is depicted graphically in Figure 14, where the last nine
features belong to the downward swipe. The reason for
this difference is likely to be the small training set size
for downward swipes, i.e., 10. In contrast features be-
longing to taps and forward swipes have training set size
of 50, whereas the backward swipe features used train-
ing sets of size 25. This also explains the slightly lower
frequencies for backward swipe features as compared to
tap and forward swipes. We can also observe that the
frequencies of FP are lower than the corresponding TP
frequencies. This is true even for the case of downward
swipes. Amongst all the types of features, the down-
ward swipe angles, i.e., θD, have the least frequency
difference of 29. All other features show a frequency
difference of above 75. The highest frequency difference
is shown by the x-coordinate of the tap point which was
284. These results suggest however that all the features
we consider here are to be included in the classification
process as it seems each of them is able to effectively
distinguish between users.

5.4 Performance of the Authentication System
We first show in Table 8 the average time interval

to perform different gestures according to our collected
dataset. Based on these statistics, we estimate that the
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Figure 14: The TP and FP frequencies obtained via the
Chebyshev feature classifier f for all features.

T F B D

11 7 14 28

Table 8: Average time interval (in seconds) between
consecutive gestures of the same type.

system can authenticate a user in less than 50 seconds
using only 7 forward swipes or in 127 seconds with 7
taps and forward swipes each. However, it should be
noted that the interval between consecutive gestures
may heavily depend on potential external factors and
may vary according to different usage contexts. For ex-
ample, an attacker might want to perform the gestures
in a short span of time to avoid being caught by the
user which might result in faster (re)authentication.

Clearly, the execution time for training is always higher
than the prediction execution time for a classifier. We
compared the execution times for Chebyshev and SVM
classifiers while doing offline training and prediction on
a desktop computer. The results are as shown in Ta-
ble 9. The results indicate that the execution time for
training is significantly higher for the SVM classifier.
On Glass, this is sure to take even more time as it is
inferior to a standard desktop computer in terms of pro-
cessing power. This suggests that using SVM for train-

Gesture Training Testing

Tap (Chebyshev) 0.054 0.0001

Swipe (Chebyshev) 0.099 0.0004

Tap (SVM) 38 0.0090

Swipe (SVM) 49 0.0094

Table 9: Training and prediction time (in seconds) for
gestures.
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Table 7: The sum of outputs (frequency) of the Chebyshev feature classifier f over 500 trials.

Gesture Feature
T F B D

TP FP TP FP TP FP TP FP

Tap x 451 167 - - - - - -
y 434 348 - - - - - -

Fz(t) 449 255 - - - - - -
∆t 434 350 - - - - - -

Swipe x0 - - 456 185 428 179 362 109
y0 - - 444 330 421 343 379 201
x1 - - 458 199 430 176 352 110
y1 - - 445 284 433 290 356 274
θ - - 446 368 413 272 361 332

Fz(t) - - 448 195 420 213 384 190
Fxy(t) - - 451 183 435 222 364 180

∆t - - 441 271 416 267 355 191
l - - 456 204 419 216 366 216

T F T + F T + F + B T + F + B + D

24 40 70 90 110

Table 10: Prediction time (in milliseconds) for gestures
on Glass for SVM.

ing on Glass can be computationally expensive in terms
of power and heat generation. As a result, it is better
to use only the prediction component of SVM on Glass,
outsourcing the training to the Cloud. Similar observa-
tion applies to any machine learning approach that uses
an expensive training module. Since SVM is computa-
tionally more expensive of the two classifiers, we chose
to implement the SVM predictor on Glass to check the
actual performance. The classification models were gen-
erated offline on a desktop computer and loaded on to
the Glass. The results from our experiment are shown
in Table 10. As can be seen, the SVM predictor can be
used on Glass with little overhead.

6. DISCUSSION AND CONCLUDING RE-
MARKS

While the essence of our solution is similar to continu-
ous authentication proposed for smartphones, the differ-
ence of hardware design (the touchpad on wearables is
much smaller than smartphone display screens) and the
discrepancy of the device usage lead to different authen-
tication scenarios and biometric patterns to rely on for
our continuous authentication system for Google Glass.
Our results indicate that gesture based continuous au-
thentication is both computationally and accuracy-wise
feasible on wearables. We have also introduced a novel
lightweight statistical inference based classifier which
may be applied in the general context of gesture based
continuous authentication. One primary advantage of
this classifier over typical machine learning algorithms,

e.g. an SVM-based classifier, is the considerably low
computational overhead for training.

Our work can be augmented in a number of direc-
tions. One or more of the other sensors available on
Glass, such as the accelerometer, can be used to en-
hance the feature space. Gestures with multiple fingers
as well as pinch can also be used for continuous au-
thentication. We did not include these gesture types
in our system since they are infrequently used. An im-
portant area to explore is to observe the evolution of a
user’s training model with time as they become more
experienced users of Glass. Due to the limited avail-
ability of smart Glasses, we were not able to test this in
our system. Nevertheless, our system can be adapted
by constantly updating the training set with a random
selection of new samples from the legitimate user. Simi-
larly, a larger user study might help to see the full scope
of gesture based continuous authentication on Glass or
other wearables, once such devices are widely available
and used.
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APPENDIX
A. CHEBYSHEV’S INEQUALITY FOR TIME-

SERIES BASED FEATURES
LetX be a time-series feature, and letX1, X2, . . . , Xn

denote the n samples of X. Each Xi is the sequence

(Xi(1), Xi(2), . . . , Xi(m)),

where m = toff

tint
. For toff = 0.3 and tint = 0.01, we have

m = 30. For all 1 ≤ j ≤ m we have that

E[X1(j)] = E[X2(j)] = · · · = E[Xn(j)] = µX(j),

and

Var[X1(j)] = Var[X2(j)] = · · · = Var[Xn(j)] = σ2
X(j).

Furthermore, for all 1 ≤ j ≤ m and 1 ≤ k ≤ m with
j 6= k,

Cov[X1(j), X1(k)] = · · · = Cov[Xn(j), Xn(k)] = ζX(j),X(k).

For 1 ≤ i ≤ n, define

Yi =

m∑
j=1

Xi(j),

and finally let

Sn =

n∑
i=1

Yi.

According to the definition of Yi, we have that

E[Y1] = · · · = E[Yn] =

m∑
j=1

µX(j) = µY ,

and

Var[Y1] = · · · = Var[Yn] =

m∑
j=1

σ2
X(j) +

∑
j 6=k

ζX(j),X(k)

= σ2
Y .

From this it follows that

E[Sn] = n

m∑
j=1

µX(j) = nµY

and,

Var[Sn] =
1

n2

n∑
i=1

Var[Yi]

=
n

n2

 m∑
j=1

σ2
X(j) +

∑
j 6=k

ζX(j),X(k)


=

1

n
σ2
Y .

Now applying Chebyshev’s inequality on Sn and using
the above results we get

Pr

∣∣∣∣∣∣ 1n
n∑
i=1

m∑
j=1

Xi(j)− µY

∣∣∣∣∣∣ ≥ τ
 ≤ σ2

Y

nτ2
. (5)

Compare this with Inequality 2. Here, we sum up all
m data points of the time series. Our assumption is
that the jth data point in the time series has the same
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distribution across samples. On the other hand, the m
data points are not independent of each other within a
time series. We, therefore, need to evaluate their co-
variances. Chebyshev’s inequality can then be used for
classification by summing up all time series data points
for n samples and checking whether the average is con-
centrated around the target mean. The means µX(j),
variances σ2

X(j) and covariances ζX(j),X(k) are estimated
through the training data.
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